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Nominate
your
Luminary!
It is that time again
when we take a moment to consider the people in the
Software Test & Quality industry that inspire us to be
better at the profession we have chosen. Past Luminaries
that have been honored by the STP community are Gerald
Weinberg and Ross Collard. Their careers have inspired
many in this community!
Nominating Criteria
The software test and quality community will decide who
receives the award, and the expectation is the community
will choose a nominee with some or all of these qualities:
•A
 person that has inspired individuals to be
better at their profession
•A
 person that has dedicated their career for the
betterment of software testing and quality
•A
 person that has shown exceptional leadership in
promoting the advancement of our industry
•A
 person that has shown exceptional ability
in promoting and educating concepts for the
advancement of the industry
•A
 person that has published and promoted the
industry that has resulted in greater recognition
and respect for the industry
•A
 person deserving of an award based on merit
not particular to personality (although nominees
may be very popular we want this to be about
career achievements)
Nomination Process
• STP is accepting nominations through July 27th

Take a moment
right now
to make your
voice heard!

•T
 he final 3 nominees will be determined by the
number of nominations they receive
•E
 ach member of the community is allowed one
nominee so be sure about your choice
•E
 ncourage other software test and quality
colleagues to nominate a luminary or support yours
•A
 t the close of the nomination process the top
three nominees with the most nominations will
be put forward for a final vote

To nominate a person you believe to encompass
the traits of a luminary, go to:
www.softwaretestpro.com/Item/5542

That’s when they noticed,
they stop at nothing.
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letterfrom the | editor

Focused on every
detail to create great
customer experiences...

W

e have just launched
our website (www.
STP.com ) for the
next STP conference
to be held in Miami,
October 15 – 18th at the Hilton
Miami Downtown Hotel & Conference
Center. It is the goal of every
conference we host to deliver great
content and engaging networking
activities. Hosting the conference
in a city like Miami has its perks as
well. If you have not attended one of
our events I encourage you to give
it a try. If you have attended a past
STP conference you know how we
focus on every detail to create a great
customer experience.
It has been an annual event to
recognize the Luminary of the Year
Award at the fall conference. Our
past luminaries include Gerald
Weinberg, and Ross Collard. These
two gentlemen represent the
commitment and intent behind the
creation of the award. There have
been some great nominees in the
past so make sure you have your
say by going to the website to
nominate your candidate for the
Luminary Award.
I have had some really interesting
conversations in the last few weeks
about the concept of DevOps and
I cannot do it justice in a short
letter here but I have asked Mark
Tomlinson to join me on an STP
Radio Live broadcast to discuss the
concept and controversy around this
trend. Mark will also host a “summer
conference series” that will give
testers an opportunity to call in and
discuss some of the hottest topics in
the industry. Keep your eyes open for
details in one of our e-newsletters.

Editor-in Chief: Rich Hand
rhand@softwaretestpro.com
Creative Director: Scott Hanson
shanson@softwaretestpro.com
724 S Tejon Suite C • Colorado Springs
Colorado, 80903 • 719.476.0301

Richhand

“ There have been some
great nominees in the
past so make sure you
have your say by going
to the STP website and
nominate your candidate
for the Luminary of the
Year Award.” Richhand
It is great to have Vladimir
Belorusets, PHD, Senior QA Architect
at SafeNet, Inc. who delivers the
feature article “Data-Driven Testing
with JUnit”. Vladimir delivers a
powerful argument for improving
test coverage through the execution
of automated tests. We have a brand
new contributor Yuefang Wang,
who shares a case study called
“A Practice: Performance Test of
Price Alert System on Linux.” She
delivers a step by step description
and analysis of the performance test
process they use to test their internal
systems. It has some great practices

How to reach ST&QA
Letters to the editor may be sent to:
editor@softwaretestpro.com
About Software Test Professionals (STP)
STP provides more than 50,000 software
professionals with information, education, training
and professional networking opportunities.

to share for performance testers.
Smita Mishra shares an article on
“Cloud Computing and its Security
Risks Decoded for Testers.” She
brings to light some of the security
concerns of Cloud Computing Models
and what testers need to consider in
their testing strategy. Bill Bennett
talks about the practical advice of
patience in “One Step at a Time: A
Testing Center Story. “Rome was not
built in a day” and neither will your
testing center. But you must take
the time to build your case for the
resources necessary to be effective.
Matt Heusser interviews Perze Ababa
who has been a tester at the New
York Times, and is currently Test
Manager at iVilliage, a division of
NBC Universal. They discuss the
intense pressure of managing the
fast changing content and need
for ensuring 24/7/365 website
availability.
We are in the “dog days of summer”
but there is little downtime here at
STP and I am sure that is the case
at your organization as well. The
best we can hope for is a vacation
with the family and maybe a few
long weekends at the lake or at the
campsite. Schools may be out in the
summer but business never sleeps.
We are looking forward to the
weeks leading up to the Miami
conference where we will highlight
the conference speakers in our
publications, on the radio, and in
podcasts. If you would like to share
your knowledge with the testing
community you can always contact
me at rhand@softwaretestpro.com.
Enjoy the summer!

RichHand
Director of Membership & Publications

About ST&QA
ST&QA is published bi-monthly by STP (Jan,
Mar, May, July, Sept, Nov). It is a digital magazine
geared towards the software test and quality
assurance professional. Subscription to ST&QA
is an STP Pro Membership benefit. If you would like
to subscribe to ST&QA, visit softwaretestpro.com
and join the Pro Membership.

Back Issues of ST&P and ST&QA
Pro Members may access electronic back
issues at www.stqamag.com.
Editorial Submissions
Visit softwaretestpro.com to learn more
about submitting editorial to ST&QA.
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————————————————————
by VladimirBelorusets, PhD

Whether you perform unit or API testing,
data-driven approach is very efficient in achieving
comprehensive test coverage.
Data-driven testing is a technique that allows one automation
script to implement many test cases by iteratively reading through
an external data source (tables, spreadsheets, databases, etc.) one
data set at a time, using the input and expected values in that set to
drive the test. The ease of data manipulation and maintenance makes
this technique very popular.
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T

he execution of automated tests is usually
supported by software called a test automation
framework (TAF). The framework is a common
structure which organizes your scripts, their
data, and test results according to pre-defined
conventions. Any viable TAF must support data-driven
tests.

One of the most widely accepted TAFs for Java
developers and testers is JUnit[1]. The Automated
Testing Institute announced JUnit as the overall
winner (including in Java sub-category) for the best
open source unit test tool in 2011[2].
This article presents an improved solution for datadriven testing with JUnit utilizing Open Source project
JUnitParams [3].

This technique has the following shortcomings. Let’s
assume that the data file consists of three rows, and
the test fails at the second row of data. After the failure,
the test will be aborted and the third data set will never
be executed. Moreover, the test results in JUnit will be
presented with only one entry instead of three for each
data row. The test will be marked as failed although the
first data set made the iteration pass.

@Parameters
To provide a better solution, JUnit 4 came up with a
special Parameterized runner and a new annotation @
Parameters. There are five steps to follow for creating
data-driven tests:
n

 dd the @RunWith(Parameterized.class)
A
annotation to the test class

JUnit

n

Let’s review how “standard” JUnit supports datadriven testing and examine its limitations. In JUnit,
individual tests (which use the annotation @Test) are
logically grouped in test classes.

 efine class member variables for each column
D
of data

n

 reate a public constructor to initialize all member
C
variables that is equivalent to passing one row of
test data

n

 reate a public static data method tagged with the
C
@Parameters annotation that returns a Collection
of Objects. That Collection makes up your test
data set

A straightforward approach to creating a data-driven
test is to explicitly insert a loop in the test method.
It will read the data source, input each data row into
variables one at a time, exercise the test, and use
JUnit asserts to evaluate test results.

An example of a simple test class is presented in Listing 1.

Listing 1. Test Class with “Standard” JUnit
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The results of executing this test class are presented in Figure 1.

Figure 1. Test Results with Parameterized Runner

For each Collection element returned by the @
Parameters method, JUnit creates a test class object
and instantiates it with the value(s) from that element.
In our case, the data() method contains two arrays
with String and integer elements. As you see from
Figure 1, the Parameterized runner iterates over input
collections submitting one array at a time to all tests
within the test class.
Even from this simple example you can see that JUnit
has the following limitations with respect to datadriven testing:
n Data

supplied by a @Parameters method are
applied to all tests in a test class

n You

cannot have multiple @Parameters methods
in one test class. As a consequence, you cannot
provide a different set of data to different test
methods

n You

must create as many test classes as the
number of @Parameters methods you want to use

@Tests, which assert that a specific input produces
a specific output. Theories provide another way of
implementing data-driven testing.
To create a data-driven test with Theories:
n Add

the @RunWith(Theories.class) annotation
to the test class

n Create

public static data provider methods
tagged with the @DataPoint annotations that
return the arrays of test data sets

n Annotate

every test that requires parameters
with @Theory

n Specify

input parameter types in the theory
test signatures

Let’s see how the TestClass from Listing 1 can be
rewritten by using Theories. You may read about more
sophisticated use of Theories at Jens Schauder’s blog[3].
Let’s create two identical classes Address1 and
Address2 that differ only by name.

n All

test methods in a test class, both parameterized
and non-parameterized, will be called for each
set of input parameters. Instead of calling nonparameterized tests once, they will be called the
same number of times as the parameterized tests

n As

you can see from Figure 1, test results are
presented with the test names followed by the
index of the data set in the Collection array. If you
want to see the parameter values for the tests, you
have to search for them in the data source

n Test

method signatures do not contain any input
parameters. To figure out what data types are
passed to the tests, you need to refer to the @
Parameters method.

@Theory
JUnit 4.4 experimental package came up with the @
Theory tests. A theory defines a “universal truth”.
Assertions in the theory are valid for all possible
values of its input parameters. This is in contrast with
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Then the TestClass looks as follows,

Listing 2. Test Class with Theories
The results of executing this test class are presented in Figure 2.

Figure 2. Test Results with Theories Runner

@DataPoints values are injected into the @Theory
methods according to their types. That’s why we
clone Address class to artificially create a different
parameter data type. This way we tie specific data
points with specific theory tests.
Theories runner executes methods of the test class in
the following order:
n Construct

object array for the first data point

n Construct

object array for the second data point

n Execute

the @Test method test3() once before
running any @Theory methods

n Execute

every theory in a loop passing input
objects one at a time from the data points
matching the theory parameter types

10
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As you can see from the Figure 2, theories have
the following advantages over the “standard”
parameterized tests:
n Different

tests within the test class can be supplied
with data from different data points. However, you
need to pay price by cloning the data provider class

n Non-parameterized

test will be executed only once

n Parameter

types are explicitly defined in the
theory signatures

n You

do not need a constructor and class member
variables to pass data for parameters into the
theory tests

In my view, the major drawbacks of using
theories are:

Datadriven | testing
n Theories

display only one entry per theory in the
test results regardless of the number of iterations

n Parameter

results

values are not provided in the test

n As

soon as an assertion fails on one data set,
the theory will be aborted without execution on
remaining data sets, and the whole theory will be
marked as failed

JUnitParams
To overcome some of the JUnit parameterization
deficiencies for tests and theories, Pawel Lipinski
started the JUnitParams project [4]. Let’s see how the
TestClass from Listing 1 can be rewritten by using
JUnitParams library.

To create a data-driven test with JUnitParams:
n Add

the @RunWith(JUnitParamsRunner.class)
annotation to the test class

n Create

a data provider method in the test class
that returns an Object[] array. Every element of
that array contains one “row” of input parameters

n Annotate

every test that requires parameters with
@Parameters(method = “dataProvider”)

n Specify

input parameter types in the test
method signature in the same sequence as they
are supplied by the data provider. Besides the
primitive data types, tests can take class objects as
parameters as well

JUnitParams also provides some other ways to pass values to the test parameters, but parameterizing tests via
explicitly associated methods looks most flexible to me.

Listing 3. Test class with JUnitParams
$(Object ... params) in Listing 3 is a shortcut for returning params as an Object[] array. It is defined in the
JUnitParamsRunner class and used just for better readability of the code.
The results of running this test class are presented in Figure 3.

Volume 9

|

Issue 4

11

Datadriven | testing

Figure 3. Test Results with JUnitParamsRunner

JUnitParamsRunner executes methods of the test
class in the following order:
n Prepare

data array from the first data
provider method

n Prepare

data array from the second data
provider method

n Execute

the first test method in a loop passing
input data one set at a time from the associated
data provider

n Execute

the second test method in a loop passing
input data one set at a time from the associated
data provider

n Execute

the third test method once since no data
provider method was associated with this test

Let’s review how JUnitParams resolves limitations of
the “standard” JUnit:

When developing a data-driven TAF, the important
architectural decision one should make is how to
organize test data.
Test data can be classified according to their scope.
Global data are shared by all tests within a test class
or a test suite. They usually represent configuration
parameters, such as a server name, database
username and password, which are common to
all tests.
Local data belong to individual tests within the test
classes. They can differ from test to test.
Since global configuration files are not as big as the
test data files, they can be presented as key/value
pairs. In Java, these files are called properties, and
they are handled by java.util.Properties class.

n Different

Local data can be presented in various formats, such
as comma-separated values (CSV), tab-separated
values, MS Excel spreadsheets, etc.

n If

To handle local test data, JUnitParams introduced
a special annotation @FileParameters. If you use a
popular CSV format, all you need to do is to specify
data file as a parameter within the annotation. The
IdentityMapper class will read it and submit data to
the test methods behind the scene.

tests within the test class can be
supplied with different input data by assigning the
appropriate data provider methods to the tests
you have both parameterized and nonparameterized tests in the test class, all nonparameterized tests will be executed only once

n You

see actual parameter values in the test results
as shown in Figure 3

n Parameter

types are explicitly defined in the test
method signatures

n Data

provider methods do no need to be static

n You

do not need a constructor and class member
variables to pass data for parameters into the tests

12
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In our previous example, if we move test data to the c:\data\test.csv file
Broadway, 35
5th Avenue, 29
then the test class will look as simple as

Listing 4. Test Class with @FileParameters

In case you want to use non-CSV data files, like MS
Excel, you should develop a data provider class that
implements the DataMapper interface

If you are interested in organizing test data within
the MS Excel spreadsheets, you may read my article
“Construct a Data Framework for Seamless Testing” [5].

where you read the data file using the Reader reader.
Let’s assume that you implemented DataMapper with
ReadExcel data provider class. The corresponding test
class is presented in Listing 4.

Listing 5. Test Class Utilizing the Data Provider Class

Business Case
For my project, I arranged all data in two folders in
accordance with their scope: global for global data and
data for local test data. The global folder contains test
class properties files. One file in that folder is called
Default.properties. It contains configuration parameters
common for the majority of the test classes. To overwrite
the default properties for a specific test class, you need
to create the related properties file and name it after the
test class it refers to.

When you execute a test class, its @BeforeClass
method determines the name of the test class at runtime and checks the global folder to see if a properties
file with that class name exists. If not, it will read the
Default.properties for configuration parameters.
API under test had some overloaded methods, like
n String

encrypt(String credit_card) and

n String

encrypt(String[] credit_cards)
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The first method is for a single credit card encryption,
and the second one is for bulk operation. They both
are tested with the same data file but require different
data providers.
To pass an array of Strings into the test method, I
created two classes: a simple ArrayWrapper class that
converts the array into an object (see Listing 6) and a
DataProviderArray class that reads the data file and
constructs the ArrayWrapper object.

Conclusion
JUnitParams has many useful features over
the “standard” JUnit. Its support for data-driven
testing makes this library attractive for both testdriven development and white-box testing. The project
is still under development. More new good features
are coming.
References
[1] JUnit – http://junit.org/
[2] A
 utomated Testing Institute – http://www.
automatedtestinginstitute.com/home/index.php?option=com_
content&view=article&id=1344&Itemid=78#OpenSourceTools
[3] J
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[4] JUnitParams – http://code.google.com/p/junitparams/
[5] V
 ladimir Belorusets, “Construct a Data Framework for Seamless
Testing”, Software Test & Performance, September 2008, p.31-34.
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Listing 6. ArrayWrapper Class
Then the corresponding test signature
looks as follows:
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A Practice:

———————————
by YuefangWang

Performance Test
of Price Alert System
on Linux
Abstract In today’s information technology world, as information
systems become ubiquitous, and companies and organizations
of all sections become drastically dependent on their computing
resources, the demand for high availability increases tremendously.

L

inux, with its proven flexibility,
stability and scalability as well as
its capability to provide maximum
functionality at low cost, has become
the main alternative for proprietary UNIX and
Microsoft operating system. However, we
must ask the important question on feasibility
before migrating and deploying existing Unix
applications to Linux – here Fund Broker and
its related components of Price Alert system.
To investigate this feasibility, the Linux Fund
Broker testing project had been kicked off,
especially regarding system performance.
The testing efforts have largely focused on
stability, resource utilization, throughputs
and stress resistance of the system.

This paper presents detailed information
of this performance test, including issues
and corresponding solutions adopted
during the test.

1. Introduction
How well a mission-critical application
can perform under heavy load can be an
essential measurement for an organization’s
overall success. Then, how can we be sure
our product will hold up under pressure and
have excellent performance?
This paper provides detailed practical
experience on designing and executing

performance tests to gauge Price Alert
system’s ability to handle large volume
transactions. Meanwhile, we also discussed
how to use the scripts and utilities to resolve
some test environment issues.
The paper consists of seven sections and
is organized as below:
Section 1 is an introduction to the paper,
section 2 gives us an overview of the Price
Alert system and related background,
section 3 is about the objective of the
performance test, section 4 presents the
detailed issues and the corresponding
solutions in performance test, section 5
describes the test result, section 6 is the
conclusion, including the test result and
the experience we’ve learned while section
7 lists all references.

2. System Background
NAV/Price Alert System is an important
system for ABC Corporation that validates
and reconcilicates the computation of a
fund’s net asset value (NAV). As shown in
Figure 1, it mainly involves Multicurrency
Horizon (MCH), Meta Messenger (MM),
Fund Broker (FB), Synthesizer (SYN) and
Configuration Server (CFG). These related
components
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will be introduced in brief.

MCH

FB

MM
FM
CFG

SYN

DB2
Figure 1: The System Architecture
Fund Broker, a pulisher/subscriber message
dispatcher, is the core component of NAV/Price Alert
system. It provides a real-time pub/sub message
delivery framework where client applications can
register with FB using the message type mask they
are interested in, and start receiving them as soon as
these messages are posted to FB by a data source.
The Multicurrency Horizon system (MCH) is a flexible,
report-ready and interactive accounting system.
Meta Messenger serves as a relay between the
mainframe (MCH) and Fund Brokers (FB) which
collects, splits, filters and translates packets into
individual messages and delivers these
packets to FB.

Configuration Server (CFG) stores
the configuration and authentication
information of NAV/Price Alert
system which forms the application
environment for all workstations and
users in the system.

Initially Fund Broker and other
components of Price Alert system
were running on Solaris platform in the production.
Before being imported to Linux platform, performance
tests are necessary to ensure consistent system
performance. A production-like simulated environment
has been set up as a test environment. In this test

|
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4. Test Approaches:
The integrated system has been tested in a stressed
way to measure the maximum performance data such
as the speed of registration and message sending.
System stability has been tested by running it
continuously for a long time such as five or six days
under a production-like environment. In this testing,
system throughput data have all been collected as a
measurement of system performance.
To achieve our testing goal, we have adopted below
methods to address the limitations imposed on the
test environment:

4.1 MCH Simulator
Due to the constraints, MCH is not available in our
test environment. Therefore, data can’t
be entered through MCH to flow to
Price Alert system directly.

Our goal is
to identify system
performance
bottlenecks and to
expose any potential
application-level
issues.

3. Purpose

18

In a performance test of the system, we have
considered various metrics including concurrent user
number, system throughput, resources utilization
level, stress resistance and system stability. Here our
performance test has focused on two aspects: one is
to find out any potential problems of the applications
running on the “FB box”, and the other is to find out
the problems of interactions with the “FB box”.
Our goal is to identify system performance bottlenecks
and to expose any potential application-level issues,
such as invalid pointers or memory leaks.

DB1

Synthesizer registers with one or
multiple Fund Brokers for their
interested messages. It can be regarded
as a client to do the subscription on the
Fund Broker.

environment, Meta-Messenger and Fund Broker run
on the same “FB box”, while Configuration Server and
Synthesizer run separately on other boxes.

In order to solve this issue, MCH a
simulator is developed which can
feed the packets using MQ Series
and the feeding speed (packet/sec) is
controllable by setting the parameter.

4.2 Synthesizer Simulator

Besides registering to FB, Synthesizer
also has many other functions, such as
receiving messages from FB and recording
the corresponding data to the database
after analysis. Therefore, it would be
YuefangWang
a very complicated process involving
synthesizer in the test. In addition, in
performance testing, what we need to focus on is the
process through which Synthesizer registers to FB.
So in order to simplify the process and focus more on
the registering activity, a Synthesizer simulator which
only implements the register function is developed.

Performance | testing
4.3 Simultaneous-Registration Simulator

5. Result of Performance Test

As it is unrealistic and labor-consuming to manually
carry out the simultaneous-registration operation, a
utility developed using socket programming is put into
use to automate the operation. With this utility, the
simulator clients in different boxes are controlled by a
Quality Assurance member to have them register to
FB simultaneously.

Stability – For stability testing, we have exploited
1400 Fund Brokers (the same number of brokers as
in real production environment) and let the system
running continuously for one week with normal
transactions feeding (about 3 or 4 packets per
second) through MCH simulator.

4.4 Test Data Generation
With only MCH simulator in place in the test
environment as mentioned above, Price Alert system
can’t get the test data from MCH directly. Some simple
tests can be done with the test data received from
Boston and the MCH simulator, but it is not enough
for the stress test which needs large numbers of
transactions to simulate the scenario.
The stress test cares more about the stress resistance
of the system than the correctness, so some more test
data is generated according to the existing packets
based from this point of view.
The packets are organized by Fund ID. Each packet
contains one transaction which consists of many
messages. We can generate more packets by modifying
the Fund ID. For example, we can generate the test
data to 8000 funds based on original dataset of 182
funds by changing the Fund ID and duplicating the
transactions. It has nothing to do with the messageprocessing since each transaction is identified by
Fund ID first. It provides benefits to both the stress
test which needs to run 8000 funds to give the system
a large stress, and for the stable test which runs the
system for a long time with the continuous datafeeding to simulate the production environment.
The test data are produced on the basis of the existing
data. Some utilities are also developed to manipulate
the test data, such as selecting the test data according
to the Fund ID, creating more test data accorder to the
existing fund, etc. These utilities developed by Linux
API make the operation of the test data controllable
and easy to customize.

4.5 Test Result Analysis
There are numerous files that record test results of
the Price Alert system. Among them are important
logs which track detailed activities and processing
status of each component.
As a result, it could be time-consuming and difficult
to manually analyze all the records to gather
performance metrics data such as packets receiving
/sending speed etc. Therefore, utilities have been
developed to help analyze test results. In addition,
Linux tools, as AWK, SED, and DIFF etc, have also
been adopted extensively in the analysis.

After testing under multiple scenarios, the result
comes out that the stability of the system performs
well: it can run smoothly more than 7 days until being
manually stopped. It is good enough when the system
administrator is required to recycle the system every
week in the production environment.
Throughput – For throughput testing of the system,
we aim to answer below questions: What’s the
maximum processing speed of the Price Alert system?
What is the appropriate transaction feeding speed for
the system to have a good throughput? Is there any
vertex of the processing speed?
With these questions in mind, the throughput of
the system is tested in different scenarios which
the feeding speed changes from unlimited to 200
packets/second and finally 60 packets/second. We
use the packet/sec as the yardstick to measure the
throughput as the test data are inputted to the Price
Alert system in the production. Table 1 below shows
the detailed test results of the throughput under
different feeding speeds:
Table 1 – Throughput Test Result
Case

Feeding Speed
(packets/sec)

Process Rate
(packets/sec)

Compare Line
(packets/sec)

1

60

30.61

30.61

2

100

35.57

35.57

3

200

44.93

47.97

4

300

47.16

60.37

5

400

49.78

72.77

6

15000

53.74

1883.17

7

Full speed

56.46

N/A

The column “Compare Line” is considered as a
baseline to compare the test results of “Process Rate”,
whose values are deduced from case 1 and case 2.
In other words, process rate increases or decreases
in proportion to feeding speed. The process rate can
be deduced from feeding speed based on the certain
proportion theoretically. The theoretical data is used
to compare with the data retrieved from the real
environment.
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Below is Figure 2 corresponding to Table 1, which
shows test results vividly:

Stress Resistance – For the stress test, 8000 Fund
Brokers run in the system and each Fund Broker calls
one process, in other words, there are a total of 8000
processes concurrently in the stress test of Price Alert
system.

Process Rate
Compare Line

Processing Rate (pac/sec)

accommodate the data volume with a proper speed
as the MCH sending speed is usually smaller than 5
packets per second in the production environment.

80
70

After the testing, it is found that the Operating system,
which is burdened with more than 8000 processes, is
always more likely to have problems of all sorts. The
resource usage is also worth considering, because
a system which is burdened with more than 8000
processes very probably uses the resources up to the
system limits. Among all of the resources, the CPU,
Memory, and I/O are the most important.

60
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40
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20
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Table 2 below shows the resource usage of the system
under different stress:

Feeding Speed (pac/sec)
Figure 2: Throughputs under Different Scenarios
The throughput of the whole system is about 40~50
packets/second in the test as the data shows. And
then we still test the throughput of the whole system
while it’s in stable phase, then the throughput of the
whole system can reach about 150 packets/second.
But why can’t the processing rate increase in linear
with the feeding speed? After hundreds of tests, we
locate the bottleneck in the MM. It is responsible for
dispatching packets for fund broker. From the testing
record, it turns out that the MM can not process the
packets sent from the MCH (simulator) quickly, the
number of packets in the directory accumulates over
time if the MCH sending speed is quicker than 300
packets per second. According to the computation,
the maximum average processing speed is about 171
packets per second. For Fund Broker, it can send out
the message once the message is received from Meta
Messenger. It processes more quickly than MM.
Though MM is the bottleneck of the throughput, MM
can process 40~50 packets per second in a normal
situation. Therefore, it is still acceptable and can

Table 2 – Resource Usage
Case

Feeding Speed
(packets/sec)

CPU
Usage (%)

MEM
Usage (%)

I/O
Usage (%)

1

100

2

200

20~30

7.5~10

98

20~30

7.5~10

99

3

Full speed

30~40

8~16

99

As seen in the table above, it can be found that the I/O
of higher performance is the most desirable as most
of the components of the Price Alert system will record
related information to the log and print the working
status to the screen while running. These logs contain
the detailed activity of each component and we can
analyze the test results according to them. Writing and
reading this information to and from the hard disk is
very resource-wasting.
The Linux Operation System is also not stable under
this large stress of running 8000 processes, the box
which runs the system crashes many times and the
Linux Kernel Panic occurs also, and two bugs of the
Linux Kernel (Linux AS3.0 2.4.21-15.0.2.EL and
2.4.21-20.12.EL) have been found after hundreds of
these tests. The detailed description including the

“It is very important for us to identify the objective and test
requirement ahead of the test execution plus, the configuration
of the test environment plays an important role in the test, and
it has much to do with the test result.” — YuefangWang
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snapshots of the two bugs have been sent to IBM and
this problem has been solved after updating the Linux
Kernel version to 2.4.21-27.EL.
Concurrent User Registration Result – The
concurrent user registration scenario is also tested
in the performance test, as discussed above. FB can
be registered by more than one synthesizer and the
synthesizer still can register multiple Fund Brokers.
Then how many clients can register to the system
simultaneously?
We find that the system can sustain the stress of 10
Synthesizer simulators registering simultaneously
while running 8000 Fund Brokers and each
Synthesizer simulator registers 500 Fund Brokers. It
will report the RPC error if the registering clients are
more than 10. But one synthesizer can register up to
1400 Fund Brokers while running 1400 Fund Brokers
in the system and there is only one synthesizer where
the system has less stress.
It seems acceptable as there is only one Synthesizer
registering to the system in the production.

of the test environment plays an important role in
the test, and it has much to do with the test result,
whether the configuration of the test environment is
good or not can lead to two different outcomes. For
example, the box crashed in the stress test just as
I mentioned before and it worked well after it was
updated to a new version. Thirdly, make sure that
each test step is repeatable and controllable. As is
universally acknowledged, it is a basic requirement
to the test, not limited to performance tests only.
Last but not least, we should pay great attention
to the savings and the test results analyzed from it.
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6. Conclusion
Table 3 gives a conclusion of the performance test
which sorts in each aspect:
Table 3 – Conclusion of Results
About The Author 				

Aspect

Deficient

Generic

Stability
Stress Resistance
Throughput

Excellent
√

√

Yuefang Wang has been in QA for more than 7 years with experience
in functional test and test management. She has also been involved in
performance test and security test, and has experience in quality metrics,
and software development process improvement.

√

The scripts and other tools are used in the test to
make the test process repeatable and controllable, as
the performance test of such a backend system is very
lacking in TC, so the knowledge sharing of experience
is very important. The scripts are used frequently
and play an important role during the testing, which
facilitates the test process.
Some suggestions on performance test are brought
forward here, which I believe can highlight how to
implement a test successfully. First of all, it is very
important for us to identify the objective and test
requirement ahead of the test execution. Which kind
of data do we need to collect through the performance
test? What is the objective of the performance test, to
verify that the system can sustain and work smoothly
under large stress or to find the bottleneck of the
system? Does the throughout of the system need to be
tested or not? All these questions should be considered
before the test starts. Secondly, the configuration
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ave you ever heard of the New York Times?
How about iVillage, a division of NBC Universal?
You have, eh? We suspected you might.

It turns out these large companies have websites that serve
readers from around the world with constantly changing
content, pulling data from hither and yon and back again.
And they need to be up, like, you know: All the time.
Specializing in this kind of work means dealing with
incredible amounts of engineering intensity.
Allow me to introduce Perze Ababa, a test manager for
iVillage with prior stints at, you guessed it, The New York
times as both a tester manager, and, before that, a test do-er.
This month, we thought we’d ask Perze some tough questions
about knowing the impossible under time pressure. With
conflicting goals, competing projects, little budget, and all the
other ugly stuff we have in the real world thrown in for fun.

Perzeababa

Perze Ababa will now answer your questions.
Want More?

		

Go to www.softwaretestpro.com/Crew/1029/
Ask-the-Tester and join the conversation –
‘Crew’ members can ask your questions and
interact with Perze directly!
Or you can go to perze.blogspot.com to read
Perze’s blog, or home on Twitter at @Perze.
Next issue we’ll interview Michael Larsen,
lead tester at sidereel and the show producer
for This Week in SoftwareTesting! You can read
about Michael at mkltesthead.com.
Please email your questions, name and
location with “Ask the tester” as subject line to
matt.heusser@gmail.com
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Question How large is the testing organization that you
manage – and how large are the greater test and development
organizations within the full company? Beyond that – what
do you do to keep testers engaged and motivated?
		

– Meredith Ryan, South West Michigan

Perze We have three testers onshore, including myself,
and the four offshore. We have multiple divisions within
NBCUniversal, and from the two that I know of, it is three
times larger than iVillage. With regards to keeping testers
engaged and motivated, I believe that really started during
the hiring process. I had the privilege of building a team of
testers who essentially love to test and continue to learn
how to improve their testing skills and outlook. From a
management perspective I always try to keep the lines of
communication open, typical manager-y response but

askthe | tester

as a dad of two very young kids (two and six), the only
way we can engage each other effectively is if we both
give each other our full and undivided attention.

Question What are some techniques to turn
feature requests into both automated tests and living
documentation for the whole organization, not just
development?
		

– Charles Hooks, South Bend, Indiana, USA

Perze This is a difficult question to tackle because
we live in that nether region of wanting to adopt agile
but can’t quite yet because of the challenges in the
current process. The short answer is No, we don’t have
any techniques to accomplish this but from a testing
perspective, we are just beginning to adopt Session
Based Test Management which if done effectively
will provide documentation that I think goes beyond
traditional Test Planning. With regards to automation,
we are just getting into the groove of writing
automated scripts as we go through test sessions It’s
a fairly green process but we do have a mentor in the
person of Adam Goucher, who has been assisting and
coaching our team to get to where we need to be when
it comes to automation.

Question Do you view growing/creating leaders to
be part of your management role? If yes, do you have
suggestions or advice for other test managers?
		

– Ajay Balamurugadas, Bengaluru, India

Perze Yes, I personally think that one of the best
legacies a manager can have is to have mentored a
better manager out of his/her current team whether
through direct coaching or mentoring by example.
One of the secondary things that I looked for when I
was building this team was leadership. I encourage
everyone in my team to mentor each other and I
think the ability to teach and understand how to
teach another person is a very good first step towards
leadership. Management and Testing require different
skill sets but whether you like it or not, the success
you have on both careers are defined by the context
you are in and how you react to black swans.

Question Just how globally distributed is your
organization? What does it look like? What are your
top keys for success in making a distributed team
successful?
		

– Lisa Crispin, Colorado, United States

Perze Our technology team spans across multiple
timezones here in the US and have team members who
are from the UK, Spain, Ukraine, Canada, and India to
name a few. Despite being an Internet company that’s
been around for over 17 years, we are a very young
technology team where ~95% of team members have
only been with the company less than 18 months.
Constant communication and feedback is definitely
one of the keys that keeps the team together. The
other key that I think we have is a strong and cohesive
leadership team who are willing to take a step back
and plan accordingly.

Question Managing testing resources (staff)
effectively in a ‘standard’ project environment is
difficult enough at the best of times. I’m wondering if
you have any tips for how this can be managed when
working in an environment that requires 24/7/365
critical testing attention?
		

– David Greenlees, Adelaide, Australia

Perze The beauty of my context is that since we
are a very close and cohesive team, everybody tests.
It’s true that we have members of the team that are
officially designated as testers but quality comes when
everyone else pulls their weight. Indeed, managing
resources is a pain especially when there are more
business requests that we need to attend to compared
to the number of people that we have available. We
do work closely with our Project Management team
and they are the ones who prioritize our projects
and they should be given due credit. The other main
critical piece is our Systems Administration team led
by Christian Gils who in a heartbeat can identify what
the trouble spots are from an Operations perspective.
I must admit that this is a weak spot in our testing
expertise and I have made a few changes that will start
very soon so that my team will have the exposure and
knowledge that our Ops team has.
With that said, one main tip is to never stop learning
about what you are testing against. Testing doesn’t
stop at a product’s functionality. Learn as much as
you can about your context’s oracles and heuristics so
if you ever encounter a behavior at any point in time,
you can ask, “is there a problem here?” and you can
use that as a launch point for further exploration or to
file an issue against a said anomaly.

Question If I can follow-up on that – do you expect
your staff to have any different skills, so they can
cover for each other, or do you have them specialize
in specific areas?
		

– David Greenlees, Adelaide, Australia

Volume 9

|

Issue 4

23

askthe | tester

Perze My answer would be yes on both sides of the
question. I do have specialists on my team that have
really good technical acumen when it comes to our
front-end or back-end architecture and do encourage
them to continuously hone that expertise. I also
encourage them to cross pollinate and be each other’s
mentors when there are projects that have a fairly low
technical depth and impact, these are mostly projects
that have already undergone multiple iterations. I also
encourage testing hand-offs between onshore and
offshore test team members so they can effectively
pick-up where the other tester has left off. This method
has so far proven very helpful in establishing very
healthy team dynamics and everyone generally knows
what everyone in the team is working on despite being
located in multiple parts of the world.

Question When dealing with the creation of test
scripts, it’s no doubt that the best testers will be
the ones who have a thorough understanding of the
underlying code base. With that in mind, how much
of the tests should be handled by the test engineers
and how much should be handled by the developers
themselves?
		

– Dan Chan, Behance, New York, USA

Question I hear a lot about ROI analysis for testing
as if it means something. Is it possible to do roi analysis
for good/bad requirements, testing approaches, and
agile development? If it is, how do you do it? What does
a good ROI analysis look like?
		

– Keith Hinkle, Grand Rapids, Michigan, USA

Perze ROI analysis is a popular buzzword because
of how seemingly easy it is to calculate. This might be
true with investment of hard currency and you are only
looking at the cost of investment in relation to it’s gain.
Software development, Testing and Good Management
Practices are so much more than that. I’m actually very
happy that you brought up the notion of good and bad
requirements because to be honest with you, relying
on requirements too much has it’s consequences.
I’d rather ask the question from a team perspective.
What makes a requirement bad or good? When do
you make that determination of how bad or good a
requirement is. If a requirement never changes, does
that mean it’s good? The converse of that would be if
the requirement always changes, does that mean that
the understanding of what the business or the product
team needs is not as clear as what it should be? All of
the above questions can also apply to whether you are
using a different approach or development process.

Perze I always encourage the testers
“ As testers, or managers of test teams,
in my team to take a look at the code
commits for any given bug fix or project,
we need to be wary about metrics such
BUT also know that we should not limit
ourselves with a “thorough understanding”
as ROI Analysis, bug counts, or number
of the underlying codebase, because that
codebase is the developer’s interpretation
of bugs fixed since these types of
of the solution for the problem at hand.
measurements have no bearing on the
Unless the developer is the product owner
then we can use that as a springboard
real quality of your product. ” Perzeababa
where we can start testing. I am a
proponent but not strictly limited to Allister
Scott’s software testing pyramid (http://
watirmelon.com/2011/06/10/yet-another-softwareIn all honesty, from a testing perspective we should
testing-pyramid/) where the developers should be
be asking questions that matter most on software
focused on technology facing checks (automated unit
development teams, i.e., What information can I bring
and integration checks, component and api checks)
forward that can give more value to the team or the
while the testers are focused on business facing
company as a whole? This is the reason why I firmly
tests/checks (browser based automation and manual
believe in the tenets of the context driven school of
exploratory tests). Hopefully that answers the question
software testing. I don’t rely on misleading metrics that
but I’d like to stress the difference between checking
can easily be manipulated and doesn’t really provide
and testing. Checking is verifying that something we
information on the quality of the product under test.
already know about the product under question is still
I don’t rely on best practices, because there are none.
working the way it was. Testing on the other hand is
I think there are good practices that will work on
an investigative process that we use to find out new
your particular context while considering the team or
behaviors and relationships between someone who
company’s culture as a whole.
matters and the product under test.
As testers, or managers of test teams, we need to be
wary about metrics such as ROI Analysis, bug counts, or
number of bugs fixed since these types of measurements
have no bearing with the real quality of your product.
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Question What do you think works better – a
larger programming and separate test team, or smaller
integrated team with single, or a small number of
testers? And why?
– Stephen Janaway, Fleet, Hampshire, United Kingdom

Perze The answer really depends on the context
of your organization. A separate test team has its
benefits because you are forced to document properly
and you will need to have a very good review process
in place so you can minimize misunderstanding of
the product but this setup is not necessarily built for
speed. If you work for a company that builds nuclear
submarines or if a human life is dependent on your
software, a separate or independent test team might be
more appropriate. In my experience, smaller integrated
teams are built for speed. It’s not necessarily for
precision but it can definitely churn out products
faster than you can say “I wish to wish the wish
you wish to wish, but if you wish the wish the witch
wishes, I won’t wish the wish you wish to wish.”
Now say it three times.

Question What efficiency gains can be made by
having teams in multiple time zones and available
round-the-clock? Do the advantages of 24 hour testing
out-weigh the disadvantages?
– Stephen Janaway, Fleet, Hampshire, United Kingdom

Perze I think only the business folks can answer
this question correctly. I personally believe that the
main attribute that defines the effectiveness of any
given team is communication and how to enforce what
was agreed on after communicating. I’ve been a part
of multiple teams where the distributed model worked
better than having those people in the same building
because of certain personality issues. Having people in
the same time zone is generally beneficial because it
would be easier to communicate but that’s not always
true is it? People are still people and will continue to
be no matter what timezone you are in.

In all honesty, a typical testing team should be
comprised of quality advocates, bug hunters and
experts that can serve and provide value to your
context. Being separate or integrated is a secondary
and sometimes unnecessary question.
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Cloud Computing
and
its

Security
Risks
decoded for testers

Today Cloud computing or rather just
“Cloud” has become a buzzword that
everyone wants to speak, hear, use
and do all they can with. On the other
hand, most of us as are still grappling
with the definition of cloud computing,
its structure and characteristics, its
deployment and the new dimensions
of challenges it bring in terms of
security and performance.

L

ets figure out here what exactly
cloud computing is, what are its
possible structures prevailing
currently, and the challenge
these pose around security and certain
compliance requirements. We would also
like to highlight the complex issues related
to adoption of Cloud and its relation with
the way it’s deployed and the geographical
location of the same. Though its an
evolved technology, there are still issues
and areas which need to be worked upon
and matured further in order to develop a
ecosystem for cloud computing.

What is Cloud Computing?
———————————
by SmitaMishra

About The Author 			
Smita Mishra has more than 11 years of experience in S/W
testing in all key domains and across a wide Technology Spectrum.
She specializes in setting up Test Centers and has an excellent
team performing testing in niche areas, Test Automation,
Performance Testing, building Regression Test Suite (including
BPT – BPM), security testing and Specialized Testing.
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Cloud Computing is rightfully used as a
synonym for Infrastructure technologies
set up. And truly speaking Cloud has
indeed brought a paradigm shift for the
way today’s infrastructure is set up in the
IT industry. The term Cloud is basically an
abstraction of underlying infrastructure1.
And to define it a little more elaborately
we can define it as “Cloud computing
is a model for enabling ubiquitous,
convenient, on-demand network access to
a shared pool of configurable computing
resources (e.g., networks, servers, storage,
applications, and services) that can be
rapidly provisioned and released with
minimal management effort or service
provider interaction” 2.
As with any new technology Cloud
Computing brings enormous and new
opportunities along with new risks. The
infrastructure pool set up with cloud
computing offers a cost effective solution
to meet business requirements but

cloud | computing
a multi-tenant model, with
different physical and virtual
resources dynamically assigned
and reassigned according to
consumer demand. There is a
degree of location independence
in that the customer generally
has no control or knowledge over
the exact location of the provided
resources, but may be able to
specify location at a higher level
of abstraction (e.g., country,
state, or datacenter). Examples
of resources include storage,
processing, memory, network
bandwidth, and virtual machines.
Even private clouds tend to pool
resources between different parts
of the same organization.

brings with it the risk of moving
sensitive data and mission critical
applications all together to a
completely new and still emerging
technology. However, how much
real risk this poses would be
determined by the risk tolerance of
the business adopting the cloud.
To assess the kind of security
issues posed by a particular cloud
implementation, one needs to
study the nature of the formation
of cloud, in terms of the model
adopted and the flexibility it offers.
If under a set of circumstances
where the cloud vendor is unable
to continue to provide the service
and the business needs to move to
another provider, it’s important to
know beforehand how effortlessly
this would be achieved and how
the new vendor could provide a
seamless disaster recovery service
to maintain business continuity.

n

Rapid Elasticity
Capabilities can be rapidly and
elastically provisioned – in some
cases automatically – to quickly
scale out; and rapidly released to
quickly scale in. To the consumer,
the capabilities available for
provisioning often appear to be
unlimited and can be purchased
in any quantity at any time.

n

Measured Service
Cloud systems automatically
control and optimize resource
usage by leveraging a metering
capability at some level of
abstraction appropriate to the
type of service (e.g., storage,
processing, bandwidth, or active
user accounts). Resource usage
can be monitored, controlled, and
reported – providing transparency
for both the provider and
consumer of the service.

NIST defines cloud computing by
5 essential characteristics, three
cloud service models and four
cloud deployment models.

Essential Characteristics
of Cloud Computing
Cloud services exhibit five essential
characteristics that demonstrate
their relation to, and differences
from, traditional computing
approaches:
n

 n-demand Self-service
O
Deriving server time and
network storage as needed
automatically, without requiring
human interaction with a
service provider.

n

Broad Network Access
Capabilities are available over the
network and accessed through
standard mechanisms that
promote use by heterogeneously
thin or thick client platforms
(e.g., mobile phones, laptops, and
PDAs) as well as other traditional
or cloud based software services.

n

Resource Pooling
The provider’s computing
resources are pooled to serve
multiple consumers using

Cloud Service (Delivery) Models
Cloud service delivery is divided
among three typical models and
various derivative combinations.
The three fundamental
classifications are often referred
to as the “SPI Model,” where
‘SPI’ refers to Software, Platform
or Infrastructure (as a Service),
respectively – defined thus:
n

 loud Software
C
as a Service (SaaS)
The capability provided to the
consumer is to use the provider’s
applications running on a cloud
infrastructure. The applications
are accessible from various
client devices through a thin
client interface such as a web
browser (e.g., web-based email).
The consumer does not manage
or control the underlying cloud
infrastructure including network,
servers, operating systems,
storage, or even individual
application capabilities, with
the possible exception of
limited user specific application
configuration settings.

n

 loud Platform
C
as a Service (PaaS)
The capability provided to the
consumer is to deploy onto the
cloud infrastructure consumercreated or acquired applications
created using programming
languages and tools supported
by the provider. The consumer
does not manage or control the
underlying cloud infrastructure
including network, servers,
operating systems, or storage,

Fig 1. NIST’s Visual Model of Cloud Computing Definition
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but has control over the
deployed applications and
possibly application hosting
environment configurations.
n

 loud Infrastructure
C
as a Service (IaaS)
The capability provided to
the consumer is to provision
processing, storage, networks,
and other fundamental
computing resources where the
consumer is able to deploy and
run arbitrary software, which
can include operating systems
and applications. The consumer
does not manage or control the
underlying cloud infrastructure
but has control over operating
systems, storage, deployed
applications, and possibly limited
control of select networking
components (e.g., host firewalls).

Cloud Deployment Models

n

Community Cloud
The cloud infrastructure is shared
by several organizations and
supports a specific community that
has shared concerns (e.g., mission,
security requirements, policy, or
compliance considerations). It may
be managed by the organizations
or a third party and may exist onpremises or off-premises.

n

 ybrid Cloud
H
The cloud infrastructure is a
composition of two or more
clouds (private, community,
or public) that remain unique
entities but are bound together
by standardized or proprietary
technology that enables data
and application portability (e.g.,
cloud bursting for load-balancing
between clouds).

Regardless of the service model
utilized (SaaS, PaaS, or IaaS) there
are four deployment models for
cloud services, with derivative
variations that address specific
requirements:
n

n

 ublic Cloud
P
The cloud infrastructure is made
available to the general public
or a large industry group and is
owned by an organization selling
cloud services.
 rivate Cloud
P
The cloud infrastructure is
operated solely for a single
organization. It may be managed
by the organization or a third
party, and may exist on-premises
or off-premises.

Fig 2. Deployment Models

Cloud Computing Security Risks
Understanding the relationships
and dependencies between Cloud
Computing models is critical to
understanding Cloud Computing
security risks.

Cloud Reference Model

Understanding the relationships
and dependencies between Cloud Computing
models is critical to understanding Cloud
Computing security risks.
— SmitaMishra

28

|

www.softwaretestpro.com

Understanding the relationships
and dependencies between
Cloud Computing models is
critical to understanding Cloud
Computing security risks. IaaS
is the foundation of all cloud
services, with PaaS building upon
IaaS, and SaaS in turn building
upon PaaS as described in the
Cloud Reference Model diagram.
In this way, just as capabilities
are inherited, so are information
security issues and risk. It is
important to note that commercial
cloud providers may not neatly fit
into the layered service models.
Nevertheless, the reference model
is important for relating realworld services to an architectural
framework and understanding the
resources and services requiring
security analysis.

cloud | computing
Fig 3. Cloud Reference Model (Cloud Security Alliance)

Mapping the Cloud Model to Security Control
& Compliance Model
Per the requirements of any regulatory or other
compliance mandates, it becomes much easier to
determine what needs to be done in order to feed back
into a risk assessment framework; this, in turn, helps
to determine how the gaps and ultimately risk should
be addressed: accepted, transferred, or mitigated.
Fig 4. Mapping the Cloud Model to Security Control
& Compliance Model

n

I aaS includes the entire infrastructure resource
stack from the facilities to the hardware platforms
that reside in them. It incorporates the capability
to abstract resources (or not), as well as deliver
physical and logical connectivity to those resources.
Ultimately, IaaS provides a set of APIs which allow
management and other forms of interaction with the
infrastructure by consumers.

One needs to classify a cloud service against the cloud
architecture model. Then it is possible to map its security
architecture; as well as business, regulatory, and other
compliance requirements; against it as a gap-analysis
exercise. The result determines the general “security”
and “risk” posture of a service and how it relates to an
asset’s assurance and protection requirements.

n

 aaS sits atop IaaS and adds an additional layer
P
of integration with application development
frameworks; middleware capabilities; and functions
such as database, messaging, and queuing; which
allow developers to build applications upon to the
platform; and whose programming languages and
tools are supported by the stack.

Other Factors Determining Security Risks:

n

 aaS in turn is built upon the underlying IaaS
S
and PaaS stacks; and provides a self-contained
operating environment used to deliver the entire user
experience including the content, its presentation,
the application(s), and management capabilities.

Beyond the cloud architecture, the following 12
domains also comprise the security “pain points”
within a cloud environment that contribute towards
the risk analysis of the same.
The domains are divided into two broad categories:
governance and operations. The governance domains
are broad and address strategic and policy issues
within a cloud computing environment, while the
operational domains focus on more tactical security
concerns and implementation within the architecture.

The key takeaway of the model here is that the lower
down the stack the cloud service provider stops,
the more security capabilities and management
consumers are responsible for implementing and
managing themselves.
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Governance Domains:

Fig 5. Risk Based Security Testing for Cloud Environments

1. Governance and Enterprise Risk Management
2. Legal and Electronic Discovery
3. Compliance and Audit
4. Information Lifecycle Management
5. Portability and Interoperability
Operational Domains:
1. T
 raditional Security, Business Continuity
and Disaster Recovery
2. Data Center Operations
3. Incident Response, Notification and Remediation
4. Application Security
5. Encryption and Key Management
6. Identity and Access Management
7. Virtualization

Security Testing Strategy in
Cloud Computing Environments
Security requirements are taken as a foundation to
derive tests to be executed against a system under test.
Yet, these positive requirements by far do not cover all
the relevant security aspects to be considered. Hence,
especially in the event of security testing, negative
requirements, derived from risk analysis, are vital to be
incorporated. Due to a cloud’s openness, in theory there
exists an infinite number of tests. Hence, a concise
technique to incorporate the results of risk analysis in
security testing is inevitable. Therefore a new model–
driven methodology is proposed for the security testing
of cloud environments, ingesting misuse cases, defined
by negative requirements derived from risk analysis.
This is a novel model–driven approach for the risk–
based security testing of cloud systems to improve
cloud environment security. Based on the resulting
risk model of a risk analysis (most of which discussed
above), performed on the Cloud Under Test (CUT),
negative requirements are derived. The negative
requirements are further on employed to describe
misuse cases, depicting test cases for the CUT.
The system model depicts the CUT in terms of
interfaces (available services), classes (application
data types) and operations (service implementations).
This comes due to the fact, that in a cloud computing
environment applications (SaaS), the infrastructure
(IaaS) and available platforms
(PaaS) are abstracted as services, invocable or, in the
case of IaaS and PaaS, accessible from outside. However,
only incorporating interface (service) definitions during
risk analysis by far does not suffice, their implementing
classes and operations also have to be investigated as they
may contain design flaws leading to security risks too.
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In the test model and its sub–models (see Figure 5),
viz. the Risk Model (RM), the Negative Requirements
Model (NRM) and the Misuse Case Model (MCM) are
intended to be generated automatically via Model–2–
Model (M2M) transformations.
Deriving the negative requirements from the identified
risks is a straight–out task. An M2M transformation
can be employed from the RM into the NRM. The latter
contains the negative requirements, formulated out
of the identified risks, described in another custom–
tailored DSL. The negative requirements themselves
more or less are textual descriptions of the malicious
activities further depicted in the MCM. Referring to
the above example, a derived negative requirement
describes a possible attempt of a malicious user to
plant defective code inside the cloud. A reason the
NRM is introduced as an intermediate step, and not
directly generate the MCM out of the RM, is justified by
the circumstance that negative requirements need to
be refined, due to possible inconsistencies, introduced
during the transformation process.
UML activities efficiently can be incorporated to generate
executable test code. Template–based Model–2–Text code
generator can be adjusted to meet the new requirements
to be able produce proper test code out of the MCM.
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A Testing Center Story…
“A bird in the hand is worth two in
the bush.” “The grass is always greener
on the other side”. “Beauty is in the eye
of the beholder.” “Easy come, easy go.”
How many of these, and other, idioms do you
use in your everyday dealings at work and
at home? Whether you use them or not, you
definitely know of them and probably abide by
many of them without even being aware of it.
But the one maxim that fits my Testing Center
Story, and probably some of yours, most
accurately is “Rome was not built in a day.”
———————————
by BillBennett

W

hether you agree with the origins of the
saying, the meaning is clear. Something
worth having is going to take you some time
to get. Your first thought is probably “How
in the world does this relate to a Testing Center”? Let’s
“get down to brass tacks” and talk about why you need
a Testing Center in the first place.
Some people consider TEST a “4-letter word” and
it is sometimes not until late in the development
phase that the Project Manager (PM) starts to line
up resources for their testing cycles, whether it is
System Integration Testing (SIT) or User Acceptance
Testing (UAT). Those resources probably include, but
are definitely not limited to, a room big enough for
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the testers; getting any specific hardware/software
they might need, getting that hardware/software
installed on the network, insuring there is a printer
close by, etc. Individually, these tasks should not be
considered hard in the “brain surgery” realm, but
they are definitely time-consuming. The PM basically
must put all other aspects of the project getting ready
to be tested and all other projects they might be
working on, on the “back-burner” as they don their
Administrator’s hat to coordinate the logistics of their
upcoming testing cycle. Now, if your organization
has 100 projects in-flight at the same time, there are
probably 5-10 in SIT or UAT at any given time. So,
there are between 1 and 10 PMs running around “like
chickens with their heads cut-off” trying to coordinate
the testing resources they need when they need to be
“riding rough shod” over the development team to keep
the project on track.
A Testing Center would sure make those PM’s lives
easier. “Easy as pie”, some might say. You know you
need it and you know you want it, so you use all
the formulas you’ve learned at seminars, webinars,
networking events, and conferences, to come up with
the optimal size of your Testing Center to handle
those 5-10 projects current getting ready for testing.
You enter that into a spreadsheet, design some pretty
graphs and that is what you ask for. But, you hear
one or more of the several hundreds of perfectly valid
reasons that it cannot be done “at this juncture”;
there is no budget for equipment, there is no budget
for furniture, there is “no room at the inn”, that the
size of area you requested cannot be located, etc. You
now have two options to consider. You can withdraw
your request and “wait until next year” to re-submit or
adjust your tactics.

testingcenter | story
Now we get to my particular
Testing Center Story.
As the adage behind “How do you eat
an elephant?… one bite at a time”
implies, don’t ask for everything
you can use to satisfy the entire
world of testing, but ask for just
enough space to build “your Rome”
to help out 1 or 2 of your projects
right away. I remembered that “a
journey of a thousand miles begins
with a single step”, so I adjusted my
thought process. Instead of asking
for enough space to handle all the
projects currently in testing (SIT
or UAT), I first wanted to find out
what space was available BEFORE
asking. Like all my attorney friends
say “Don’t ask a question if you don’t
already know the answer to it.”
With that in mind, I took a stroll
around my company’s buildings.
As a matter of fact, I took several
strolls. Floor by floor. Section by
section. I roamed the halls on
different days of the week and at
different times of the day. My goal
was to find a space that no one
appeared to be using and come up
with a plan to convert it to my own
use. Something that minimizes its
affect on anyone else, but would
still give me enough space to help
one or two projects with their
testing needs simultaneously. I
also decided to draw down my
work area requirements. Instead
of asking for “workstations” for
each tester, my only requirement
was that each tester had a place
to fit a laptop and an 8 ½” x 11”
stack of test scripts (we will talk
about paperless/automated testing
another time). I quickly involved
our facilities services team who
offered up their printouts of a
few eligible areas. In addition, to
minimize the expense of buying
new furniture, they were able to
suggest materials and furniture
available from other company
offices and distribution centers
located nearby. Then, taking
a page from our marketing
compatriots, my boss suggested
getting “2 for the price of 1”.
We decided to combine another
function of our group, Disaster

Recovery (DR). Software and
Disaster Recovery Testing have so
much in common that combining
them “fit like a glove”.

“My advice to everyone
who is still in need
of their own Testing
Center is be persistent,
be ingenious, be
flexible, take what you
can get, and “never give
up, never surrender!”
		

— BillBennett

With all the modified, or should I say
minimalized, requirements in place,
I found an area of filing cabinets
and a “stand-up” bar that was only
intermittently being used for ad-hoc
meetings in “my own backyard”.
Once the area was selected, facility
services was able to offer up ten 2’x5’
four-legged pod tables, eleven 3’ x
8’ partitions, and fifteen auditorium
chairs, which I graciously accepted.
Over one week-end, I placed
masking tape on the floor (like Les
Nessman of WKRP fame) where I
believed the “walls” would fit and
construction began one beautiful
Monday morning in October. Over
a period of 2 weeks, the Testing/
DR Center began to take shape.
When the partitions and desktops
were put in place, the power and
network teams incorporated another
time/cost savings device by running
the cables in molding strips along
the walls, instead of having to
snake them through the walls and
constructing new outlets. With
some plotted signage, a whiteboard,
some insundry decorations, and a
small metal book shelf thrown in
for supplies, the Testing/DR Center
evolved into a quaint area where
you could fit up to 15 testers (20
if they really liked each other). For
good measure, I was able to add
a projection screen to one of the
walls and roll-around table that
could fit under a pod table to hold
a pc-projector for testing demos/
discussions.

By taking the “you have to walk
before you can run” approach, a
Testing/DR Center is now available
for the masses. Although it is not
the grand 75-seat, fully-equipped
Testing Center that can house
5-10 concurrent projects with
video-enabled conference rooms
and all the trimmings I envisioned
when taking over the QA/Testing
group, it does have the ability to
house 1-2 projects with network
connections, available laptops,
and a refrigerator. Because, as you
know, once you get the testers in
the area, you don’t want them to
have to leave for any reason.
As was said when a baseball field
was carved out of a corn field in
Iowa, “if you build it, they will come”.
And that is what they did. A week
before construction was complete; I
became aware of a project that was
starting their UAT. That project,
with their 3 UAT testers, business
analyst, and the project manager,
participated in the Grand Opening
ceremony and cut the ribbon of our
new Testing/DR Center with the “Be
a ZERO hero” theme (but that’s for
another article).
This is not the end of my Testing
Center Story. It is only the end
of the first chapter of it. As QA/
Testing permeates the corporate
culture, I see a time when this
Testing/DR Center will overflow its
banks. At that time, I anticipate
the opportunity of expanding it, or
creating satellite Testing Centers
throughout our campus.
My advice to everyone who is still
in need of their own Testing Center
is be persistent, be ingenious, be
flexible, take what you can get, and
“never give up, never surrender”….
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